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A Practical Approach of Different Programming
Techniques to Implement a Real-time Application using
Django
By Sebastian Stigler* & Marina Burdack‡
Real-time web-applications surround our daily life. The most popular are
shopping platforms like Amazon or Zalando. Behind these websites huge and
complex shop-systems are typically used. These systems manage and handle
thousands of parallel synchronous and asynchronous tasks like user interactions,
user authentications, communication with an ERP system (enterprise resource
planning), or the handling of the website visualization in the background.
Through the independence of the computer system and the portability on other
devices, like touch panels or mobile phones the web-technology is also used for
industry 4.0 applications. The applications can be e. g. predictive maintenance
dashboards or monitoring dashboards for the production line. The key task for
these dashboards are the visualization and analyzing of a huge amount of data
in real-time. For both scenarios, the data have to be preprocessed continuously
in different steps. In summary, the industry 4.0 application has to manage a
different kind of tasks compared to a typical webshop. These tasks contain for
example big data preprocessing tasks, which are mostly CPU bound, in contrast
to the typically I/O bound task of a webshop (e.g. database access). The main
problem with web application frameworks is that they are not designed to
execute a lot of CPU bound tasks and handle webrequests at the same time. The
purpose of this paper is to compare two different programming techniques for
the work with CPU bound tasks in a real-time web application for the use in
industry 4.0 without the use of third-part software like Spark. The research
employed two approaches: on the one hand multiprocessing and on the other
hand task queues. In this work, two kinds of web-applications on the base of
python’s web framework Django are implemented. The first application uses
multiprocessing and the second application uses the Celery task queue to
organize different tasks. The general building blocks are the sensor data
streaming via MQTT and the data transformation in various steps. The result of
this transformation can be used to visualize the data in real-time charts for
example. The implemented web-applications are evaluated by the following
criteria:
 Performance while working with a huge amount of streaming data.
 Possibilities to optimize the load distribution and avoid overloading.
 Possibilities to scale up and down hardware.
Keywords: Django, Machine Learning, Multithreading, Real-Time-Application,
Task Queue.
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Introduction
Real time web applications surround our daily life. Different web applications
can be found in different areas like the web shops or google, but also in different
areas like the industry or the medical sector. Both sectors work with real time
streaming data. In the industry 4.0 often monitoring dashboard are built, which
analyze sensor data from machines for example for predictive maintenance or for
quality prediction (Burdack and Rössle 2019, Rössle and Kübler, 2017). In the
medical sector, web applications are used for the tracking of medicine intakes for
example (Vinjumur et al. 2010).
But all these different applications consist of more than one component. All
these applications need a database or a data storage, their own business logics, user
authentication and so on. But the highest influence on the performance of the web
applications has the streaming data. In industry 4.0 settings there is a big amount
of sensor data, which need to be processed and stored in the application for further
analytics or machine learning purpose. All these approaches follow the standard
CRISP model (Wirth 2000), where a central point is the data preparation or in the
field of machine learning it is called data preprocessing. These approaches are the
typical working areas of data scientists.
The most popular programming language in Data Science for data analysis
and web development is python (Kaggle, et al. 2018, Python Software Foundation
and JetBrains 2018). According to Python Software Foundation and JetBrains
(2018) Django and Flask are the most popular web frameworks in python.
But the program language and a web framework are not enough for a realtime application. Especially for working with a big amount of data, there is often
third party software1 like Spark (Meng et al. 2016), Hadoop (Borthakur et al.
2011) or AirFlow (Kotliar et al. 2018) needed to scale the application, and thus to
schedule the working tasks.
Nevertheless, all these tools only work with good performance, if they are
configured by data scientists with long experience in using them. But these
experiences are often not available in young data scientist teams or the effort for
the implementation for a small project is too high.
For this research work, a Django application was developed, which allows to
configure and run different preprocessing tasks efficiently. In addition, our
implementation allows to configure and run machine learning tasks too, without
any changes. Only the different machine learning tasks have to be implemented
and registered in the application database. Through the strict definition of tasks,
different data processing pipelines can be modeled with this approach beginning
with the configuration of the data source (MQTT, streaming database ...) and
ending with the visualization or presentation of the results. All can be done in one
application.
This article focuses on the most important part in the machine learning
pipeline: the preprocessing of data. The findings and results of this approach are
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used in the implementation of the whole framework for machine learning in
Burdack and Rössle (2019). This leads to the following research questions:
 Is it possible to implement the preprocessing part of the machine learning
pipeline in an industry 4.0 real-time web application, without the use of
(non python) third party software in python?
 How can you scale the application in an easy way, if the amount of
incoming data increases significantly?

Literature Review
In literature different approaches and software solutions exist to develop
software applications, which work efficient and are scalable.
The most popular software for scaling software applications, especially in the
field of big data and machine learning are Apache Spark (Meng et al. 2016)
(https://spark.apache.org/), and Hadoop (Borthakur et al. 2011).
“Apache Spark is a popular open-source platform for large-scale data
processing that is well-suited for iterative machine learning tasks” (Meng et al.
2016). It consists of different application parts. The core application is Apache
Spark, which can be extended with different libraries to a powerful data analytics
engine. The different libraries are Spark SQL, Spark Streaming, MLib and
GraphX.2 Spark SQL adds interactive queries and Spark Steaming the handling of
Streaming Data. The machine learning library of Spark MLib contains predefined
machine learning algorithm like logistic regression or decision trees, but the
number of algorithms is less than the number of algorithms in the popular machine
learning library scikit-learn for python (Pedregosa et al. 2011). The GraphX
library completes the Apache Spark Framework, but only allows to build “graph
from a collection of vertices and edges.”3
For our research approach, Apache Spark is not useful, because it is not a
native python framework but a framework written in scala with python bindings
(Karau 2015, 9).
“The Apache Hadoop software library is a framework that allows for the
distributed processing of large data sets across clusters of computers using simple
programming models. It is designed to scale up from single servers to thousands
of machines, each offering local computation and storage.”4 The programming
language for Hadoop is Java; this is not useful for our research (Lam 2010).
The last relevant project from the apache family is Apache Airflow (Kotliar et
al. 2018). “Airflow is a platform to programmatically author, schedule and
monitor workflows.”5 As programming language python is used. But: “Airflow is
not a data streaming solution. Tasks do not move data from one to the other

2

https://spark.apache.org/.
https://spark.apache.org/docs/latest/graphx-programming-guide.html#graph-builders.
4
https://hadoop.apache.org/.
5
https://airflow.apache.org/.
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(though tasks can exchange metadata!).”6 Thus is it not useful for our approach,
because in the preprocessing tasks it is unavoidable to move the prepared data
from one task to the next.
Besides the big software solutions from Apache, there are a few solutions like
Celery, TaskTiger or Parsl which work native with Python and are available as
Python packages.
“Celery is an asynchronous task queue/job queue based on distributed
message passing. It is focused on real-time operation, but supports scheduling as
well. The execution units, called tasks, are executed concurrently on a single or
more worker servers using multiprocessing.”7 Because of these key characteristics,
Celery is of main interest for our research.
An alternative for Celery is TaskTiger, which is also a task queue. But the
library is still in development and no major release is available (current version
0.10.1)8 Therefore, it will not be used in this research.
Babuji et al. (2018) describe Parsl (Parallel Scripting Library)9 in their paper.
Parsl is a library that “can be easily integrated into Python-based gateways”
(Babuji et al. 2018). This library allows a simple management and workflow
scaling. Its main purpose is to “manages the execution of the script on clusters,
clouds, grids, and other resources” (Babuji et al. 2018). It “orchestrates required
data movement; and manages the execution of Python functions and external
applications in parallel” (Babuji et al. 2018). The authors do not implement a web
application but concentrate on the parallel execution of other programs.
Furthermore, there is no example implementation and no description on how to
distribute tasks in Parsl.
Lunacek et al. (2013) describe in their paper an approach about “the scaling of
many-task computing” on cluster supercomputers (Lunacek et al. 2013). They
compare the python libraries IPhython parallel and Celery. For their approach they
evaluated both tools on a cluster. This is an interesting approach, but in our
approach we are focusing on small settings like a laptop or a workstation as well
as big settings like clusters.

Methodology
Here we will describe what kind of scaling options Python offers for the
implementation of the data processing component of the web application. We will
also describe which of these options we have implemented and what architectural
choices we made. Finally we present the mathematical foundations we use to
determine the scaling of the application.

6

https://airflow.apache.org/.
http://www.celeryproject.org/.
8
https://pypi.org/project/tasktiger/.
9
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Handling the Data Processing in the Web Application
In order to share the resources of our computer between the web application
and the processing of the date we receive from the data source, we need to discuss,
which options Python provides to solve this issue. Furthermore, if the load on the
computer to process the data becomes too high, we need to distribute the
computations among different servers. Generally there are three options available:
 Implement the data processing in the same thread as the web application
(i.e. single threaded approach).
 Use a concurrency model Python provides.
 Use distributed task queue to share the computation between multiple
servers.
The Single Threaded Approach
This programming model is not recommended because the application can at
any time either handle a web request or a data processing task but not both at the
same time. Depending on how fast new data arrives and how computationally
intensive the processing is, users may experience a noticeable delay in the
handling of their web request.
Concurrency Models of Python
To determine which concurrency model is appropriate, we have to determine
if the data processing tasks are CPU bound or I/O bound tasks.
A CPU bound task utilizes the CPU in long bursts with short waiting periods
for I/O in between. An I/O bound task in contrast waits most of its execution time
for I/O and utilizes the CPU in short burst (Tanenbaum and Bos 2014).
With this characterization we will see later in this article that the data
processing tasks are almost always CPU bound.
The Python Standard Library offers the following concurrency models (Fein
2018):





The threading library provides thread-based parallelism for Python.
Process-based parallelism is provided by the multiprocessing library.
With the asyncio library it is allowed to write single threaded concurrent
code.
Finally the concurrent.future library enables us with a high-level interface
for asynchronously executing callables.

Thread-based Parallelism
The threading model in Python is severely restricted because of the global
interpreter lock (GIL) (Wouters 2017). Due to this lock Python cannot fully utilize
a multiprocessor/multicore system. Two different threads in Python can’t run two
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instructions simultaneously because the interpreter has to acquire the GIL before
the execution of each command. Hence multithreading in Python is helpful, if the
tasks you wish to parallelize are I/O-bound.
Therefor this parallelism model has to be rejected for our usecase, because it
would not help the data processing tasks to scale and use the full capacity of a
multiprocessor/multicore system.
Process-based Parallelism
This kind of parallelism has the advantage, that for each process a new Python
interpreter is started and each interpreter has its own GIL. Because of this, the full
capacity of a multiprocessor/multicore system can be reached by starting as much
processes as there are processors respectively core in the processors.
Process-based parallelism is therefore useful in situations where CPU-bound
tasks have to run in parallel. Hence we will use this method to research its scaling
behavior in the application.
Asynchronous I/O
asyncio is used as a foundation for multiple Python asynchronous frameworks
that provide high-performance network and web-servers, database connection
libraries, distributed task queues, etc.
asyncio is often a perfect fit for IO-bound and high-level structured network
code.10
This characterization also excludes this technique from the scope of this
research.
The Concurrent.future Library
This library provides the ProcessPoolExecutor class which enhances the
mutiprocessing library. It starts a pool of processes, manages the communication
between the main process and the processes in the pool and starts tasks in the
processes of the pool.
As this is exactly the same feature we would have implemented for the
execution of the data processing tasks, we will use this class when we examine
process-based parallelism for our application.
Distributed Task Queues in Python
In the Python ecosystem Celery (Solem and contributors 2019) is the defacto
standard for distributed task queues. Furthermore Django supports Celery out of
the box since Celery version 3.1.11

10
11

First and second paragraph: quote from https://docs.python.org/3/library/asyncio.html.
See http://docs.celeryproject.org/en/latest/django/first-steps-with-django.html.
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Celery itself needs a message broker which distributes the tasks from the web
application to the worker processes on other servers. The Celery documentation
recommends RabbitMQ (Pivotal Software Inc. 2019) or Redis (Sanfilippo and
contriburors 2019) as message broker.
From this two message brokers RabbidMQ is the more powerful one
(regarding its features and configuration possibilities). Unfortunately this is a
disatvantage for our approach because we want to develop an application that
needs as less additional knowledge outside of the Python ecosystem as possible.
In contrast Redis is easy to install and needs no further configuration for our
purpose. Therefore, we use Redis as message broker for Celery in our application.
Architecture
After the discussion of the theoretical fundamentals for multiprocessing and
distributed task queue with Celery the key results were used to develop the
following two different architecture models. Both architecture models need to
fulfill the following requirements:









fast and consisting processing of big amount of data
possibility for flexible scaling
after initial configuration a comfortable configuration
no integration of third-party software, only python libraries are allowed
possibility to connect different data sources
avoid data lost
flexible output of the result data
both architectures should be integrated in one application

Multiprocessing
The architecture of multiprocessing contains different components. The data
sources can be messages from a MQTT broker, data from a special time series
database for sensor data (Burdack et al. 2018), data from a PostgreSQL database,
collection of csv-files and so on. For multiprocessing it is not necessary that this
data is static, it is also possible to work with streaming data.
The input data – static or streaming data – will be collected in the buffer area
in buckets. Each of these buckets contains a predefined number of input data. If
this count of input data in the buffer is reached, the whole data package is sent to
the preprocessing app. The idea behind the buffering is to provide a method to
reduce the arrival rate in the app at the cost of increasing the service time.
The preprocession (web-) app as well as the multiprocessing pool are parts of
the same host system. This host system defines the maximum count of workers for
the multiprocessing pool depending on the count of processors resp. cores.
The number of workers for the multiprocessing pool in this approach is
defined by the preprocessing app. If no limitation will be given, the host system in
theory can take the whole available count of cores for the workers.
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The data package which will be sent to the preprocessing app enters the
multiprocessing pool. There the processing rules which are defined in the chained
task in the preprocessing app will be applied to the input data.
The result of this modification will be sent as one data package to the result
interface. The result interface can send these result data to for instance a Bokeh
plots, other application for example a machine learning platform or to other host
system for further modifications. The whole procedure is presented in Figure 1.
Figure 1. Multiprocessing Architecture

Source: Authors.

The multiprocessing pool works with a special chained task, shown in Figure
2, which is only proceeded on one worker. The defined package of input data
discussed below are json files, which are be compressed and base 64 encoded to
reduce the bandwidth and avoid string encoding problems in python. This
transformed data package is the input data for the chained task.
The chained task starts with the prepare task, which decodes the data and
transforms the raw data into a pandas data frame. This panda data frame is the
basis for the processing in the further tasks. All the different defined tasks are
based on working with pandas data frames for high-performance data
manipulation.
Based on the configuration in the preprocessing app, a specific number of
subtasks (Task 1 - Task n) have to be processed. The output of each task will be
used as the input of the following task. If the last task is finished, the result data
frame is passed to the result task.
The result task prepares the data frame for the further working as noted above
for example for other applications. The subtasks are monitored and scheduled by a
scheduler, which looks after the right execution of the tasks in the right order.
In the multiprocessing approach all the subtasks are executed in the same
worker process. No data has to leave the worker process in order to pass the data
to the next subtask.
Figure 2. Chained Task in the Multiprocessing Architecture

Source: Authors.
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Distributed Task Queue
The architecture of the distributed task queue with Celery is in contrast to
multiprocessing more complex. The data source is the same as describe in
multiprocessing above. Here it is also possible to work with different kinds of data
sources like streaming or local data. The input data will also be collected until a
predefined count of input data in the buffer. The whole collected data package will
be sent to the host system, which only contains distribution components of Celery
and the preprocessing application. But the data will be not transformed on the host
system itself, the data package will be passed on to Redis, which manages the
Celery workers on the different worker nodes.
These worker nodes transform the data with the preprocessing rules, which
are defined in the application.
If all subtasks are done, the result is passed to the result interface. This result
interface can be the same as described in multiprocessing. The whole procedure is
shown in Figure 3.
Figure 3. Celery Architecture

Source: Authors.

The distributed task queue with Celery works with a special chained task,
which is visualized in Figure 4.
Figure 4. Chained Task in the Distributed Task Queue Architecture

Source: Authors.

In contrast to the multiprocessing architecture, Celery provides the scheduling
and subtask chaining (i.e. use the output data of a previous task as input for the
next task) out of the box.
Furthermore, Celery distributes the subtasks round robin to the worker
processes on the worker nodes. That makes it necessary to exchange the data via
Redis among the subtasks. Unfortunately pandas data frames cannot directly be
transported via Redis. Therefore we first had to convert the result of a subtask into
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a json representation of the pandas data frame, then send it via Redis to the next
subtask and convert it back to a pandas data frame.
This conversion before exchanging data is the reason we introduced the buffer
component in the first place. It allows us to reduce the number of conversions per
data row significantly.
Application of Queueing Theory
Finally we need a tool to help us to determine how to scale our application. It
should consider the following point:




The arrival rate of the data.
The tasks chained together to process the data (see Figures 2 and 4).
The number of worker processes that run the chained task on the data.

This tool can be found in the mathematical field of Queueing Theory by applying
the following:
A queue with servers is stable (will not grow without bound) if the following
inequality holds:

Where is the server utilization, is the arrival rate and
inverse of the service time for one task) (Bhat 2015).

is the service rate (the

Assigning the Components of this Inequality to our Application
We will show how the variables , and
order to determine the server utilization .

must be applied to our problem, in

The First Component is the Number of Server
In this context server denotes the consumer of the data not the physical
computers in our server room.
To explain this term for our purpose, we have to distinguish between the
multiprocessing architecture and the distributed task architecture.
Multiprocessing Architecture
In this case is the number of worker processes in the process pool (see
Figure 1). Additionally this number may not exceed the number of processor cores
minus one. This spare core is used to serve the http requests to the application. The
others are used for the data processing. It is important to not exceed the number of
cores on the system because the data processing tasks are CPU-bound. If the
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number of workers is bigger than the number of available cores, then the data
processing tasks have to wait for previous tasks to finish.
Distributed Task Queue Architecture
Here is the number of all the worker processes summed over all worker
nodes (see Figure 3). Analog to the multiprocessing case the number of worker
processes per worker node should not exceed the number of processor cores on the
respective node.
The Second Component is the Arrival Rate
The arrival rate denotes how fast new data is ready to be processed, for
example, how often a sensor value is read in a given time interval.
We have to distinguish two different arrival rates, depending on where we
measure them:
The arrival rate of the data rows measured at the data source.
The arrival rate of the buffered data rows (messages) measured after the
buffer.
If the buffer puts
holds:

data rows in one message then the following equation

The Third Component is the Service Rate
This is the inverse of the time the data processing task takes to calculate its
result for a given data row or a buffered message depending on which arrival rate
was chosen (see Figures 8-9).
To calculate for the chained task, you should sum over the service time of
all the tasks that form the chained task and take the inverse of it.
The Final Component is the Server Utilization
It is the percentage of the utilization of the maximal amount of the computing
power of the complete system.
A positive value much smaller than one, denotes that the system could
process more data without problems. A value very close to one means, that you
use the complete computation power of the system without stalling the output.
And a value of one or greater, shows, that your tasks require more computation
power than the one your system can provide. In this case the queue with
unprocessed data grows faster than it can be consumed and the system becomes
unstable. The concrete application of this inequality will be discussed in the
findings section.
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Findings
The Preprocessing App
Through the architecture of the web framework from Django (Vincent 2018),
it is possible to integrate other python modules like MQTT module or database
connection modules. This main program structure allows, to implement the
process components for multiprocessing and task queue in the same application.
Through a simple configuration setting in the app the method can be selected.
Through this possibility, no third part integration of other programs are necessary.
This leads to an easy managed application, which only depends on python and its
modules.
The main purpose of this approach is not the visualization of the weather data.
The main purpose is to implement both different methodologies as explained
before in one application. For this reason, a preprocessing application was
developed, which allows to configure and to monitor flexible preprocessing tasks
in an easy way. By using a project management system, it is possible to configure
and to store different preprocessing tasks settings in a project. Each project
consists of the following components:
description: a unique name for identification
mqtt broker: information about the used mqtt broker
mqtt client: information about the mqtt client information
topic: name of the topic, where the data should be subscribed
task: the defined chained task
method: working method (task queue or multiprocessing)
buffering factor: count input data in buffer
arrival rate: time difference between data points to arrive in the buffer
worker count: count of used workers
Figure 5 shows the project overview of the Preprocessing App. This view is
the central point of the Preprocessing App. There is an overview about all created
projects, where it is possible to go into detail for each project. It is also possible to
start and stop the preprocessing for a selected project.
Web sites have a high risk of security issues, especially if they contain input
fields. One of the most common issues is cross site scripting. In the background of
the industry 4.0 cross site scripting issues (Stock et al. 2017) are most expensive
for companies that use web technology especially in their production environment.
Each security gap leads to expensive consequences and if it takes a long time to
less trust in new technologies. To avoid this risk, the templates from the
Preprocessing App were tested with the methods of Stigler et al. (2018) to detect
cross site scripting vulnerabilities in websites. All implemented templates are now
guarded against cross site scripting attacks.
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Figure 5. Preprocessing App Project Overview

Source: Authors

Figure 6 shows the web template to create new projects over the admin panel
from the web application. All input fields are checked for cross site scripting
vulnerabilities with the tests from Stigler et al. (2018). The report shows that the
Preprocessing App is protected against the most common security flaws.
Figure 6. Add New Project

Source: Authors.
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Evaluation Data
The test data set consists of real-time sensor data from the Davis weather
station of the Aalen University (http://wetter.infotronik.htw-aalen.de/). This
weather station publishes one new message every minute by a MQTT client. Each
message consists of a json – structure which contains 26 numerical values like
wind speed, outdoor temperature, barometer and seven values as strings, for
example the wind direction. A MQTT Broker - in our case mosquitto MQTT manages this data under the topic "’wetter"`. To store these messages another
MQTT client subscribes the topic and stores each message as one data row in a
Postgres database. At the end of the data collection process the test data set
contained 750,000 data rows.
These 750,000 data rows were then packed in different bucket sizes: 1, 10,
100, 1000, 3000, 5000, 7500 and 10000 rows/message.
From now on row or data row denotes a single data package directly out of
the data source. When we talk about a message we mean a single data package
after the buffering component. A message contains several data rows. The amount
is determined by the buffering factor.
For real-time testing, we send the messages from these datasets without delay
to the application.
Preprocessing Tasks for Evaluation
In contrast to the prepare task the duty of the result task depends on what you
want to do with the result afterwards: the data could be transformed into a
different, converted into a graphic or sent to another application. Therefore in the
evaluation this task is only implemented as a dummy task which receives the data
and does nothing with it.
Beside these tasks, 14 different classical preprocessing tasks will be
implemented in the application. The first six tasks are methods directly from the
modern data science library for python, pandas (McKinney et al. 2019). These
methods are:








abs
aggregated sum
drop duplicates
handling missing
fillna_mean
fillna_median
fillna_zeros

In addition eight tasks are implemented from the scikit learn library (Pedregosa
et al. 2011, Cournapeau and contriburors 2019). These tasks consist of:



max_abs_scaler
min_max_scaler_0_1
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min_max_scaler_m1_1
normalizer
quantil_tranformer_normal
quantil_transformer_uniform
robust_scaler
standard_scaler

Evaluating the Service Times for the Various Subtasks and Applying of Queueing
Theory
We used a Server from Nvidia for the evaluation with the following
specifications:
Nvidia DGX-Station
CPU Intel Xeon(R) CPU E5 2698 v4 @ 2.20GHz x 4012
RAM 256 GB
SSD 6TB
In the methodology section we provided an inequality to determine under
which circumstances the application processes the data without blocking.
An important part of this inequality is the service time
. To determine the
service time of each of the preprocessing task we used the following procedure:
1. Choose 75 messages from each bucket of our evaluation data.
2. Send a message to be processed by the chosen task and execution method
(single threaded, multiprocessing and distributed task queue).
Measure the execution time.
3. Repeat until all messages where processed.
We use the single threaded approach to get the pure execution time of the task
without any overhead from the multiprocessing resp. the distributed task queue
approach.
This overhead in the multiprocessing case is the sending of the data from the
main process to one of the worker in the worker pool and the time it takes to send
the result back. In the case of the distributed task queue the overhead contains the
sending of the serializes pandas data frame to the worker node via Celery (with the
help of Redis) and the deserialization back to a pandas data frame so that the task
can do its job. Furthermore the result must be serialized as well and then sent, via
the Celery infrastructure, back to the main process.
As you can see, the overhead of the distributed task queue per message is
higher than the overhead of the multiprocessing approach. And so the old proverb
“There is no such thing as free lunch” is again confirmed. If you want to increase
the processing power of your system by switching from multiprocessing to a

12

20 physical Cores (40 with Hyper Treading).
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distributed task queue, you have to pay with an increased transportation time of the
data. We will later show how to tune the system to compensate this increase in the
overall service time.
Figure 7 shows the result of the evaluation procedure from above, applied to
the prepare task, run in single threaded mode. The first column shows the size of
the messages. For example the last row indicates the test set where each of the 75
messages contains 10000 data rows. A row contains the mean (depict with ø) and
the standard deviation (depict with ) of the service time for the processing of the
whole message in and the service time per data row.
Figure 7. Table of Single Threaded Approach for the Task_Prepare (Henceforth
known as Base Line)

Source: Authors.

Figures 8 and 9 show the result of this evaluation of all preprocessing tasks.
Each subplot has logarithmic x and y axis. The x axis denotes the number of data
rows per message. In Figure 8 the y axis is the service time per message in
and
in Figure 9 it is the service time per data row in .
Each subplot shows a graph for the base line, the multiprocessing variant and
the task queue variant. It can easily be seen, that using the base line offers the best
service time, followed by multiprocessing and the task queue approach offers the
worst service time. This disadvantage can be compensated by the fact, that
multiprocessing can use more than one CPU core to process tasks in parallel
compared to the base line implementation; but it can only use the cores on one
single physical computer. A task queue can spread the tasks over all the cores on
multiple computers.
The dark grey stripe on the right of each subplot denotes a region where the
slope of each curve increased significantly. This happened because the processing
of the task with such a large message reaches (or at least is near) the limits of the
CPU. You should avoid using messages of this size.
Figure 8 shows, that up to
, the service time per message, stays
roughly the same. The time doubles at most while the number of rows per message
grows by a factor of a hundred. And in the interval from to
the time
increases by a factor less than 10. Therefore the length of message has not a very
high impact on the time to process it.
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Figure 9 shows the advantage of buffering more data rows into a single
message to process it in one go: In a message with many data rows, the service
time for each data row in it decreases significantly.
Figure 8. Mean Service Time per Message

Source: Authors.
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Figure 9. Mean Service Time per Row

Source: Authors.

60

Athens Journal of Sciences

March 2020

Discussion
How can we Use this Data to Scale our Application Properly
For the purpose of this example calculation we assume that there are neither
restrictions on an acceptable arrival rate nor constraints regarding the delay the
buffering will introduce to the system by waiting until the predefined number of
data rows were received from the buffer before sending a message into the
application.
How to Keep the Service Time Constant while Switching from Multiprocessing to
Task Queues?
Assume you use the task_fillna_zero task and use no buffering in
multiprocessing mode. If you look in Figure 9 at the subplot of this task you can
see, that its service time for multiprocessing is approximately
. On the curve
for the task queue, in the same subplot, you get this service time if you buffer with
approximately 6 rows per message.
What can be Done if the Arrival Rate Increases but the Service Time should Kept
the Same in a Task Queue?
In this case you can use the inequality for the server utilization . If you
increase the arrival rate by the factor of then the number of services has to
grow with the same factor.
How to Use the Information from Above to Determine Good Parameter for a Given
Chained Task?
In the central subplot of Figure 10 we show the mean service time per data
row of the following chained task13 (with the approximate service times at a buffer
factor of 10 on a task queue):
1.
2.
3.
4.

task_prepare
task_fillna_zero
task_normalizer
task_drop_duplicates

The complete chained task should therefore have a service time of
approximately
.
Now we will use the inequality for the server utilization to calculate an arrival
rate, with respect to a stable system (
). In the beginning of this section we
13

We ignore the service time for the task_result in this example as we don’t want to use the
processed data afterwards! In a real application, the service time for the task_result must be
added, too.
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specified our test server as a server with 20 CPU cores, therefore we use
in
the inequality. As we used service time per data row, we want to calculate
(the arrival rate measured at the data source).

To determine the delay between two consecutive data rows we need to build
the inverse of
:

To be on the save side, we will use

.

Figure 10. Mean Service Time per Data Row of the Above Chained Task (The left
subplot shows the result, when the data rows are sent with no delay14 to the
chained task. The central plot shows the sum of subplots in Figure 9 that forms the
subtasks of the chained task. The right subplot is the result of the test run with
).

Source: Authors.

The data for the left and right subplot of Figure 10 was created by sending the
complete evaluation data without delay to the application on the DGX-Station, i.e.
we send 750,000 data rows in bucket from 1 row per message up to 10000 rows
per message to the chained task.
In subplot "chain (0.0009)"’ of Figure 10 the base line matches the prediction
in “chain (exp.)” quite nicely. The service time for the multiprocessing is even a
bit better than the prediction. The graph for the task queue shows that the
prediction from
onwards are a bit worse than the prediction. For the
entry we see a very high value for the service time. But this is ok as we calculated
the arrival rate based on the values of the task queue at
.
To verify whether we produced a stable configuration, we have to calculate
the server utilization corresponding to the plots in Figure 10.

14

We measured

between any two consecutive data rows.
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Figure 11. Server Utilization (The first three columns show the utilization of the
chained task for the base line (bl), the multiprocessing (mp) and the task queue
(tq) variant of the software while serving new data rows with no delay. The three
columns in the middle show the expected utilization with
,
for multiprocessing and task queue and
for the base line15 and the service
time according to the summed service time of the above named tasks depicted as in
the central subplot of Figure 10. The last three columns show the actual run of this
chained task on the DGX-Station Server).

Source: Authors.

It can be seen, that the values for all implementation types of the prediction
(central three columns) in the
as well as the base line value for
should lead to instabilities as the values are strictly greater than one. All other
entries indicate that the resulting run should lead to stable executions of the
chained task. Although the 90.7% utilization for the task queue at
should
lead to a stable process, as Figure 11 shows, the task queue performs a little worse
than predicted, which actually leads to an instable process.
If we compare our expectations with the actual runs (three rightmost columns)
we see, that with the exception of the
all predictions hold.
We suspect, that the utilization of the network connection to the worker node
may be the reason for the results of the task queue. The reason for this assumption
lies in the construction of the data for Figure 9: We sent one message and then
measured the time until the result was ready before we sent the next message. For
the calculation of the task queue values for Figure 10 “chain (0.0009)” we sent the
messages with a constant rate of
(
) over the network to the
worker node.
Finally we have to discuss the leftmost subplot of Figure 10 resp. the three
leftmost columns of the table in Figure 11.
Here we want to show how an instable process may look like. The slope of
the multiprocessing and the task queue graph in Figure 10 “chain (0)” is much
steeper than the slope of the base line. In contrast, the slopes in “chain (exp.)” of
the three graphs are very similar and when compared to the stable parts of the
graph in “chain (0.0009)” it can be seen, that the slops in this areas are similar too.
The values in the table in Figure 11 show, with values much greater than one,
that the graphs actually show instable processes.

15

The base line is a single threaded implementation in Python. Hence only one core can be used
(Python Software Foundation 2019).
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Some Advice on Choosing the Architecture for your Own Application
The inequality for the server utilization can help you to determine the number
of servers so that the system stays stable.
If is less or equal to number of cores on the host server then multiprocessing
should be used.
If exceeds the number of cores on the host system then it is advisable to use
a distributed task queue with at least task queue worker processes.

Conclusions
This article demonstrated how far you can get in a data processing application
with Python libraries only. Furthermore, it was demonstrated that even if Python
has its flaws in puncto utilization of more than on core per process (Python
Software Foundation 2019), it is possible to write an application that circumvented
this problem by using multiprocessing or even a distributed task queue to utilize
more than one server for the data processing.
The architecture of the application for the multiprocessing and the task queue
approach was presented and it was shown how to organize a data processing task
that is built from some basic data processing tasks and how to chain them together.
An essential part of this article was the use of queueing theory to explain how
to scale an application that works as a data processing pipeline.
In the findings section, it was described how the application works and the
evaluation of the performance of the two aspects of the application (the
multiprocessing and the task queue aspect) was discussed.
Finally, it was concluded that the restriction to typical preprocessing tasks was
not as severe as it seems. The techniques to determine the utilization of a server
can be directly applied to machine learning tasks and post processing task like
visualization.
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